
Issues in Multicast Protocols

The Networks Research Group at the University of Oregon (our URL is
http://nrg.cs.uoregon.edu) directs its efforts towards design and eval-
uation of methods supporting scalable group communications in networks.
These efforts build on the concept of IP Multicast and have the common
theme of deploying several distribution centers (“cores”) in the network that
cooperatively participate in a multicast protocol. This approach (proposed
previously as “hierarchical multicores”) has the obvious goal of scalability
through state reduction (limiting growth of the amount of information to be
stored with network growth).

Our investigations come in several flavors that can be characterized as:
graph-theoretic modeling of group communication protocols, constructing
and evaluating network substructures for multicasting, protocols for place-
ment and embedding multiple cores, developing application-layer multicast-
ing protocols.

Multicore Spanning Trees

Let us begin with a simple question about a simple substructure:

Given a graph (“network”) G = 〈V, E〉 (possibly with a weight
function ` : E → R determining “length” of edges) and the sets
C, R ⊂ V of vertices (“core” and “receiver”, respectively), how
difficult is it to construct a spanning tree T of G, optimal under
a measure µ that depends on core-receiver distances?

Since the answer obviously depends on µ, we may want to limit the mea-
sures in question to those relevant in group communications, for instance,
the average distance, or the maximum distance, or a combination of those.
Notice that for |C| = 1, a shortest path spanning tree is optimal under this
constraint, but already for |C| = 2 the answer is not obvious. The mea-
sures can be restricted to either the sum of all distances (proportional to the
average distance), or the maximum distance, but also the sum of maxima
and the maximum of sums, where the bounded variables can vary over the
sets of cores and of receivers in either order. Thus we have a total of six
different measures, minima of which are not all efficiently (polynomial-time)
computable. Those easy problems have solutions realized by a shortest path
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Cost Metric Complexity Reference

µ1(T ) =
∑
c∈C

∑
r∈R

dT (c, r) NP-complete [3]

µ2(T ) = max
r∈R

∑
c∈C

dT (c, r) NP-complete [2]

µ3(T ) = max
c∈C

∑
r∈R

dT (c, r) NP-complete [2]

µ4(T ) =
∑
r∈R

max
c∈C

dT (c, r) P [2]

µ5(T ) =
∑
c∈C

max
r∈R

dT (c, r) P [2]

µ6(T ) = max
c∈C,r∈R

dT (c, r) P [4, 5]

Table 1: Multi-Core Spanning Tree Problems and Their Complexity Status

tree (to be found for a “reasonably small” number of candidate roots.) Table
1 summarizes our results about complexities of the corresponding decision
problems.

Two aspects of this general question are worth of notice with respect to
its usefulness for multicast protocols:

First, a tree T ∗ yielding the minimum value of µi(T ) for R = V could
be used in the dynamic situation of vertices leaving or joining the set R,
in a protocol that “prunes” T ∗ so that every leaf (degree 1 vertex) is in R
(a receiver) and a joining vertex causes the appropriate edges of T ∗ to be
included in the current shared tree.

Second, while practical issues of using multiple cores (to be discussed
later by my colleague) may render the shared tree inadequate, these measures
could be used in evaluating other shared substructures. Alternatively, other
operations (

⊕
and

⊗
rather than

∑
and max) could be used in defining the

measures.

Light-Weight Spanners

Among all spanning subgraphs of a given weighted graph, trees have the
smallest total weight of edges, but may impose quite substancial penalty
with respect to the original intervertex distance (i.e., dT (u, v) � dG(u, v)).
A middle ground between these two criteria can be claimed by “sparse light-
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weight spanners”, subgraphs with O(|V |) edges, small weight (O(log |V |) of
the minimum) and small (O(log |V |)) multiplicative distance penalty ([1]).
We investigate the applicability of graph spanners as substructures for group
communications in networks.

A t-spanner of a graph G, as introduced over a decade ago in [6], is a
spanning subgraph S of G such that the distance in S between any pair of
vertices x and y is not larger than t times the corresponding distance in G:
dS(x, y) ≤ t·dG(x, y), where the distance d(x, y) is the smallest total length of
an x, y-path. While construction of a t-spanner with specified weight is com-
putationally difficult, a greedy centralized algorithm can compute efficiently
a sparse light-weight spanner. We conducted an experiment to evaluate dis-
tance related properties of t-spanners for a few small values of t (2 ≤ t ≤ 7),
proposed an efficient distributed algorithm for constructing such a substruc-
ture in a given network, and proposed a multicast protocol that uses spanner
edges to distribute control messages throughout a network.

In our experiment, we have generated a large number of random graphs
(according to a fairly standard model of network topology). We varied the
number of vertices (64 or 128), average degree (4 or 8), weight and locality
preference. For each of these graphs, we computed t-spanners (2 ≤ t≤ 7)
and compared their number of edges, diameter and the average inter-vertex
distance with those of the original graph’s. The number of edges is related
to traffic generated during message distribution; the average distance corre-
sponds roughly to latency in the network.

The number of edges in t-spanners approach the number of edges in a
spanning tree as t increases. The rate of change (measured in the fraction
of the number of edges beyond the minimum that are discarded when in-
crementing t by 1) can be approximated by about 50% (larger for denser
graphs) for non-uniform edge length model.

Somewhat surprizingly, both diameter and average distances in t-spanners
– guaranteed not to increase by more than the factor of t over the original
graphs’ – do not increase all that much. There is an almost imperceptible
increase (around 5%) for t = 2 and an almost steady increase per increment
of t thereafter (12% for sparse and 25% for the dense graphs).

A proposed distributed protocol maintains a t-spanner in a network by
negotiated removal of deges. For each edge, its representative end vertex
inquires about existence of short cycles that include the edge (not more than
t + 1 times longer than the edge). When it finds that such a cycle exists, the
vertex proposes the edge’s removal and, not hearing a veto, removes it perma-
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nently from the current spanner. These negotiations involve communications
within limited distance from the edge.

In protocols relying on flooding the network with control messages we
propose using only edges of a t-spanner. If the flooding can be limited to
a subset of vertices, the t-spanner can be reconfigured (also in distributed
manner) to exclude vertices not necessary for maintaining the distances be-
tween the subset members. To avoid traffic concentration, different (possibly
disjoint) spanners can be used in different processes (for instance, different
multicast groups).

Core Placement: k-Dominating Sets
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